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Computer exercise 6: Fixed-point implemen-

tation of the LMS algorithm

This computer exercise is about the fixed-point LMS. Fixed-point processors
are very common in practice since they are cheaper, faster, smaller (e.g. in
terms of chip area), and less power consuming (since they require less tran-
sistors) compared to their floating-point counterparts. This fact is very likely
to remain true in the near future. The algorithms that you have implemen-
ted and investigated during the previous computer exercises all belong to the
class of floating point algorithms.

In this computer exercises you should simulate a 16-bit fixed-point DSP
in overflow saturation mode. The application is echo cancellation.
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Fixed-point, integer and 2’s complement

In a 16-bit fixed-point representation of a number using the 2’s complement,
the most significant bit is used as a sign bit, and the remaining 15 bits
represent the value itself.

1 15
s

MSB LSB

The positive values {0, . . . , 215−1} are represented in binary form, the nega-
tive values {−215, . . . ,−1} are represented such that x2 + (−x)2 = 02. Note
that the value 0 occurs only once. That is the reason for the “asymmetry”
of the range that can be represented with 16 bits: [−215, 215 − 1].
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Example: 3-bit fixed-point representation, range −4, . . . , 3:
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-1
10

0
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010 0002

110 0012 −110 1112

210 0102 −210 1102

310 0112 −310 1012

−410 1002

An addition of the two decimal numbers 1 and 2,
001

+010

011
, results in 3. A 2’s

complement addition may result in an overflow. Let’s e.g. add the numbers

1 and 3,
001

+011

100
: the result in 3-bit representation is not 4, as expected, but −4.

This effect is referred to as wrap-around.

Overflow

There are two strategies to cope with the overflow problem. In the so called
saturation mode, a result larger than the largest positive value is set to the
largest positive value and a result smaller than the smallest negative value is
set to the smallest negative value. In the example discussed before, the addi-
tion 1+3 in saturation mode would result in 3, which is the largest positive
value. The second strategy is called overflow mode and performs the wrap-

around, which can result in a negative number when adding two positive
numbers. In this computer exercise we will use the saturation mode.

When adding two numbers, an overflow may occur if both numbers have a
magnitude around 215. The result is a number with a magnitude around 216,
which has the effect that the (MSB) is being overwritten. The multiplication
of two 16-bit numbers can result in a 32-bit number (1 sign bit + 31 bits).
Either the input signals are small enough so that the result is a 16-bit number,
or the result has to be scaled down to 16 bit.

It is vital to ensure that all operations in fixed-point arithmetic are pro-
perly scaled. There are further aspects concerning the scaling, which are
discussed below. Finally it should be mentioned that fixed-point implemen-
tation is sometimes viewed rather as an engineering art than a science.
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Fixed-point LMS and scaling of signals

A 16-bit fixed-point implementation of the LMS algorithm is shown in the
figure below. The parameters s1, s2 and s3 define the scaling of the signals.
Furthermore, s3 incorporates the step size, which is quantized to powers of
two.
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2−s ≡ bit shift, s step towards LSB (right shift)

Q ≡ quantization to 16 bit
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Update equations

The update equations for the fixed-point LMS are given by

d
′

(n) = d(n)2s1,

e
′

(n) = d
′

(n) −
[
ŵT (n)u(n)

]
2−s2,

ŵ(n + 1) = ŵ(n) + αfix

[
u(n)e

′

(n)
]
,

where αfix, the fixed-point step size, is chosen to be a power of two, i.e.
αfix = 2−s3. Studying the update behaviour of the fixed-point LMS

ŵ(n + 1) = ŵ(n) + αfix

[
u(n)e

′

(n)
]

= ŵ(n) + αfix

[
u(n)

(
d(n)2s1 − uT (n)ŵ(n)2−s2

)]

= ŵ(n) + αfix2
−s2

︸ ︷︷ ︸
αfloat

[
u(n)d(n)2s1+s2 − u(n)uT (n)ŵ(n)

]
,

it can be seen that the filter scales up by 2s1+s2 since the reference signal
d(n) is scaled up, as well as the step size of the fixed-point algorithm, αfix,
which is scaled according to the corresponding floating point step size αfloat:

αfloat = αfix2
−s2 = 2−s3−s2.

Scaling with s2

The scaling with 2−s2 ensures that the result of the convolution is in the
range [−215, 215 − 1] with a margin of 1 or 2 bits. If we assume that the
filter’s largest coefficient is in the range of 214 (margin of 1 bit), the range of
the convolution result is

by = (log2(M) + bu + 14)

bits, where M and bu are the filter length and the number of bits the input
signal is represented with. We denote the scaled result d

′

q(n).

Scaling with s3

The scaling with 2−s3 ensures that the gradient estimate is in the range
[−215, 215 − 1]. This also incorporates the step size µ expressed as a power of
two.

Scaling with s1

Scaling with 2s1 is used in order to scale up the reference signal. Note that
this does not increase the precision of d

′

q(n), since the scaling happens after
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the quantizer Q. However, the filter output’s dynamic range is increased.
This scaling may be used in order to compensate for a large difference in
scaling between d(n) and x(n).

Dynamics of the filter weights

Concerning the filter weights our goal is to scale them as good as possible in
the sense that they occupy the available range [−215, 215 − 1]. However, it is
reasonable to leave 1 bit of margin, hence the largest coefficient should not
exceed ±214. Remember that also the filter weights can only be represented
in fixed-point. Apart from making the error as small as possible it is also
important to achieve a good dynamic behaviour (which results in a high rate
of convergence during the initial adaptation phase).

How can those two things be combined? If we attenuate the filter’s out-
put signal the filter will compensate for that by increasing the weights. The
algorithm tends to attain d

′

q(n) using the attenuated yq(n). We can influence
the filter’s dynamic behaviour by means of s1 and s2. Increasing the reference
signal’s range by means of s1 (and keeping in mind the relation between u(n)
and d(n)) corresponds to an attenuation introduced by the filter, which yi-
elds a better dynamic behaviour.

Step size

The requirement for the step size s3 in order to converge (in the mean) is

0 < 2−s3 < 2s2
2

λmax

.

The term 2
λmax

can be approximated by 2
Mr(0)

= 2
Mσ2

x
, which is the same as

for the floating point LMS. Taking the logarithm yields the choice for s3:

s3 > log2(M) + log2(σ
2
x) − s2 − 1 .

Each down scaling by one bit corresponds to halving the step size. Note that
s3 does not influence the filter’s dynamic behaviour.

Scaling by s2 does not influence the range of the estimate yq(n) or the error
eq(n), since the filter adjusts its attenuation to attain d

′

q(n). The influence of

yq(n) and eq(n) on the reference signal d
′

q(n) is adjusted by s1.
The ratio between the estimated filter weights and the weights of the

reference system is determined by 2s1+s2.
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Assignments

Download the data file from the course web page and unpack it:
in a UNIX shell: gunzip CE6data.tar.gz; tar xvf CE6data.tar

in Matlab: !gunzip CE6data.tar.gz; !tar xvf CE6data.tar.
Description of the files:

1. testdata1.mat contains x, h and d (floating point):

• x(n), the input signal to the system, is white noise with variance
σ2

x = 3.6 · 105.

• h(n) =
[
1 0.5 0.25

]T
is the echo path (M = 3) .

• d(n) = x ∗ h(n) is the output signal of the system (v(n) = 0).

2. testdata2.mat contains x, h och d (floating point):

• x(n), the input signal to the system, is coloured noise with σ2
x =

9 · 104.

• h(n) is the echo path (M = 60).

• d(n) = x ∗ h(n) is the output signal of the system.

3. testdata3.mat contains x and d (floating point):

• x(n), the input signal to the system, is a speech signal.

• d(n), the output signal of the system, is the echo recorded from a
real cell phone. Choose M = 256.

4. fixlms.m Fixed-point LMS, described at the end of this script.

5. shift.m Implementation of the bit shifting towards the least significant
bit (LSB).

6. lms.m Standard LMS in floating-point precision (cf. previous computer
exercise).

7. erle.m Computes the echo return loss enhancement (cf. previous com-
puter exercise).

8. @int32 Subdirectory containing arithmetic operations in 32-bit arith-
metic. Copy this subdirectory to the same subdirectory where you store
your file fixlms.m.

9. ce65.m Solution to assignment 6.5.
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Computer exercise 6.1 Load testdata1.mat onto Matlab’s workspace and
adjust the parameters s1, s2 and s3 such that the algorithm converges!

Check the scaling of the signals x(n) and d(n) with b = log2(max(| • |)).
In Matlab you do this by

b=ceil(log(max(abs(x)))/log(2))

If the scaling of the signals is the same, use s1 = 0. Now adjust s2 such that
the dynamic range of the filter output corresponds to 14 bits.

The requirement for convergence is 0 < α < 2s2 2
λmax

, where α = 2−s3.

Determine the last scaling factor s3, run the fixed-point LMS function, and
observe the ERLE in order to investigate the filter’s behaviour.

Investigate the filter weights. What is the relation between the filter’s scaling
and the coefficients to be identified (i.e. h). How is this scaling related to
s1 + s2?

Computer exercise 6.2 Compare the fixed-point LMS and the floating
point LMS for the signal used in the previous assignment! Choose µ = αfloat,
and run both algorithms.

[e,w]=lms(mu,M,x,d);

[efix,wfix]=fixlms(x,d,M,s1,s2,s3);

Plot the two quadratic error curves in the same plot using a logarithmic scale
on the y-axis:

% error curves

figure(1)

semilogy(e.^2);

hold on

semilogy(efix.^2,’r’);

hold off;

Plot the two ERLE-curves in another plot:

% ERLE

figure(2)

r1=erle(e(:),d(:));

plot(r1,’b’)
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hold on

% (Quantize d(n) to 16-bit fixed-point.)

r2=erle(efix(:),double(int16(d(:))));

plot(r2,’r’);

hold off;

Discuss the error curves for fixed-point LMS and floating point LMS. Why
does the ERLE-cure of the fixed-point LMS flatten out at ca. 60 dB? Stalling?

Computer exercise 6.3 In order to enhance the dynamic behaviour, the
scaling of the reference signal can be increased by means of 2s1. It is feasible
to scale up the reference signal such that it has at least the same dynamic
range as the input signal. If d(n) is much smaller than x(n), the filter coeffi-
cients will attenuate the input signal.

Load testdata2.mat, and determine reasonable values for s1, s2 and s3!
Keep in mind that adjusting s1 also requires the adjustment of s2. Otherwise
an overflow of the filter coefficients may occur.

Run both algorithms, and plot the results like in the previous assignment,
but: Multiply efix with 2−s1 before you plot the error curves and the ERLE-
curves.

How is the scaling of the filter coefficients related to s1 + s2?

Now change the variance of the white noise such that SNR = 10 log10

(
σ2

d

σ2
v

)
=

40dB, and repeat the assignment. Discuss the two curves? Does the extra noi-
se influence the performance of the fixed-point LMS, or is the implementation
of the fixed-point LMS the bottleneck?

Computer exercise 6.4 Repeat the previous assign wit the speech signal
testdata3.mat! Keep in mind that this signal is non-stationary when you
choose the step size.

Computer exercise 6.5 For a floating point LMS algorithm, the step size
can be chosen arbitrarily small without influencing the performance of the
algorithm, except that the rate of convergence is decreasing. This is not the
case for the fixed-point LMS, since the step size determines how strongly the
gradient estimate will influence the update of the filter weights. Determine
the step size that causes stalling of the fixed-point LMS for the following
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system.

u(n) = white noise with variance σ2
u = 6002 n = 1, 2, . . . 1500.

d(n) = h ∗ u(n)

h =
[
1 0.5 0.25

]T

Run ce65, which calculates the learning curve based on 20 realizations, for
the following parameter sets: {s1 = 0, s2 = 13, s3 = 10} and {s1 = 0, s2 = 13,
s3 = 12}, both for fixed-point and floating point implementation.

Investigate the curves. How can the step size of the LMS be chosen in gene-
ral?
Why does even the floating-point LMS flatten out at ln(J) ≈ −60?

Program Code

Fixed-point LMS

All scaling operations in fixlms are performed by bit shifting towards the
LSB (shift.m).

function [e,w]=fixlms(u,d,M,s1,s2,s3);

% FIXED-POINT LMS 16 bits, saturation mode

% Call:

% [e,w]=fixlms(u,d,M,s1,s2,s3);

%

% Input arguments (all in floating point):

% u = input signal vector, dim Nx1

% d = desired signal vector, dim Nx1

% M = filter length, dim 1x1

% s1 = scaling factor, dim 1x1

% s2 = scaling factor, dim 1x1

% s3 = scaling factor, dim 1x1

%

% Output argurments:

% e = error vector, dim Nx1

% w = final filter weights, dim Mx1

% (both converted to floating point)

%

% The conversion of the input signals to

% fixed-point is performed by this function.

%%%%%%%%%%%%%%%%%%%%%%%%%%%%%%%%%%%%%%%%%%%%%

% Since it is more convenient to program %
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% the algorithm operates with 32-bits, %

% where the results are truncated to %

% 16 bits by int32(int16(...)) %

%%%%%%%%%%%%%%%%%%%%%%%%%%%%%%%%%%%%%%%%%%%%%

% conversion to 32-bit fixed point

u=int32(u(:));

d=int32(d(:));

s1q=int32(s1);

s2q=int32(s2);

s3q=int32(s3);

% initialization

w=int32(zeros(M,1));

N=length(u);

% loop

for n=M:N

uvec=u(n:-1:n-M+1);

%e=2^(s1)*d(n)-2^(-s2)*w’*uvec, e must have a wordlength of 16 bits

e(n)=int32(int16(minus32(shift(d(n),uminus32(s1q)),...

shift(mtimes32(w’,uvec),s2q))));

%w=w+2^(-s3)*uvec*e(n), w must have a wordlength of 16 bits

w=int32(int16(plus32(w,shift(mtimes32(uvec,e(n)),s3q))));

end

% conversion of the result to floating point

e=double(e);

w=double(w);
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