
Project 1

1 Image formats

The representation of color images called Bitmap or (BMP) representation is
the most commonly used format for keeping half-tone information for Win-
dows NT, Windows XP, Windows Vista, and Windows 7 operation systems.
Its particular case is the representation of color images using RGB compo-
nents.

A BMP file consists of either 3 or 4 parts as shown in the diagram. The
first part is a header, which is followed by an information section, if the
image is indexed color then the palette follows, and last of all is the pixel
data. The image width and height as well as type of compression (or absence
of compression) and the number of colors are contained in the information
header.

Images in BMP representation can be color (4, 8, 16, 24 or 32 bits/pixel)
or monochrome (1 bit/pixel). The data can be compressed by run length
coding or be given without compression.

The header is 14 bytes in length and information is 40 bytes in length.
The useful fields of the header are the type field (should be ‘BM’), the file
size and the offset field which gives the number of bytes before the actual
pixel data. The most important fields of the image info data are: the image
width and height, the number of bits per pixel, the number of planes, and
the compression type (where 0 means absence of compression).

The RGB format or the simplest 24 bit true color images we deal with rep-
resents a color image with header of length 54 bytes containing red (R), green
(G), and blue (B) components of image. In this case the image data follows
immediately after the information header, that is, there is no color palette.
Each pixel of each component takes 8 bits (has value in range 0. . . 255) and
each component represents an array of size M × N bytes for the image of
size M × Npixels. In other words, it consists of three bytes per pixel in B,
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Figure 1: BMP format

G, R order. Each byte gives the saturation for that color component. For
example, a color image of size 120× 160 pixels represented in RGB format
takes 54+120×160×3 =57654 bytes.

Color representation such as RGB is not always the most convenient.
Components R, G, and B of the image are highly-correlated but they are
processed independently. Since all components are equally important from
the image reproduction point of view then we have to apply the same com-
pression algorithm to each component and cannot prefer some of them. On
the other hand, there exist other color formats which use color components
that are closely related to the criteria used to describe color perception:
brightness, hue, and saturation. Brightness describes the intensity of the
light (revealing whether it is white, gray, or black) and this can be related
to the luminance of the source. Hue describes what color is present (red,
green, yellow, etc.) and this can be related to the dominant wavelength of
the light source. Saturation describes how vivid the color is (very strong,
pastel, nearly white) and this can be related to the purity or narrowness of
the spectral distribution of the source.

Color spaces or color coordinate systems in which one component is the
luminance and the other two components are related to hue and saturation
are called luminance-chrominance representations. The luminance provides
a grayscale version of the image (such as the image on a monochrome re-
ceiver), and the chrominance components provide the extra information that
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converts the grayscale image to a color image. Luminance-chrominance rep-
resentations are particularly important for good image compression. One of
the luminance-chrominance representations is called YUV format and the
other is called YCbCr format. We can convert RGB format to YUV format
and to YCbCr format using the following linear transforms, respectively

Y = 0.299R + 0.587G + 0.114B,

U = (B − Y )0.5643,

V = (R− Y )0.7132,

Y = 0.299R + 0.587G + 0.114B,

Cb = (B − Y )0.5643 + 128,

Cr = (R− Y )0.7132 + 128.

The inverse transform can be described as follows

G = Y − 0.714V − 0.334U,

R = Y + 1.402V,

B = Y + 1.772U.

G = Y − 0.714(Cr − 128) − 0.334(Cb− 128),

R = Y + 1.402(Cr − 128),

B = Y + 1.772(Cb− 128).

The components Y, U, and V (Y, Cb, Cr) are almost not correlated.
Moreover, the most important information is concentrated in the luminance
component. Thus, we do not lose much information if we decimate chromi-
nance components.

Decimation can be performed by different ways. For example,
we can split the image component of size M ×N , say, into blocks of
size cd× cd (cd is an integer called decimation factor) each, compute
for each block the rounded-off arithmetic mean of pixel values be-
longing to it and write the obtained value to the new decimated
component. In such a way we obtain the decimated component of
size M/cd ×N/cd.

Usually, U and V components are decimated by a factor of 2. In other
words, 4 neighboring pixels which form the square of size 2× 2 are described
by 4 values of component Y, one value of component U, and one value of
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component V. Each chrominance value is computed as the rounded-off arith-
metic mean of the corresponding 4 pixel values belonging to the considered
square. As a result we obtain the so-called YUV 4:1:1 image format also
known as YUV 4:2:0 video format which is usually used as the input format
for most of videocodecs. It is easy to compute that using this format we
spend only 6 bytes for each square of size 2 × 2 instead of 12 bytes spent by
the original YUV format. Thus, we already compress the image by a factor
of 2 without any visible distortions.

Coding efficiency is usually evaluated as a compression ratio which is the
ratio of the original file size in bits divided by the size of the compressed
file in bits. The quality of the synthesized image is characterized by the
signal-to-noise ratio (SNR) at the output of the decoder

SNR = 10 log10(Einp/En)(dB),

where Einp denotes the energy of the original signal. For an image of size
M ×N it is computed as

Einp =
M∑
i=1

N∑
j=1

p2i,j

where pi,j denotes a pixel value of the image component (Y, U or V ). En is
the energy of the quantization noise or, in other words, En represents the
energy of the difference between the original and the reconstructed images.
For the image of size M ×N it is computed as

En =
M∑
i=1

N∑
j=1

(pi,j − p̂i,j)
2

where p̂i,j is the pixel value of the reconstructed component.
More often to characterize the synthesized image quality the peak signal-

to-noise ratio (PSNR) is used. It is defined as follows

PSNR = 10 log10((255)2/Ena),

where 255 is the maximal pixel value, Ena is the average energy of the quan-
tization noise. For the image of size M ×N Ena is computed as

Ena =
1

MN

M∑
i=1

N∑
j=1

(pi,j − p̂i,j)
2.
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The uniform scalar quantization of components Y , U or V is implemented
as rounding-off of pixel values divided by a quantization step. Thus, the
quantized pixel value is

qi,j = round
(
pi,j
s

)
=

⌊
(pi,j ± s/2)

s

⌋

where s is a quantization step.
In this project we will not implement the complete coding scheme

and will use standard approach to estimate the number of bits re-
quired to represent the compressed file. This approach uses notion
of entropy of the quantized image components.

The entropy of the quantized components Y , U or V can be estimated as

H = −
Qmax∑

i=Qmin

Pi log2 Pi

where Qmin, Qmax are the minimal and the maximal value of the quantized
pixel, respectively, and Pi is the estimate of the probability of the ith value of
the quantized pixel obtained from the observed sequence of quantized values.

It is known that the entropy of a discrete source is a lower bound on the
average number of bits per pixel of the quantized image component which can
be achieved by applying a proper variable-length lossless coding. Therefore,
we can estimate the number of bits per image component as b = H ×MN
and compression ratio as

c =
24MN

bY + bU + bV
=

24MN

(HY + HU/c2d + HV /c2d)MN
=

24

HY + HU/c2d + HV /c2d

where HY , HU , and HV are entropy values for component Y, U and V,
respectively. Notice that if U and V are decimated we should take into
account that their size is equal to MN/c2d, where cd is the coefficient of
decimation.

Tasks:

1. Transform the image given in BMP format into YUV (YCbCr) format.

2. Decimate U(Cb) and V (Cr) components and compute PSNR for the
reconstructed U (Cb) and V (Cr) components. Plot PSNR as a function
of coefficient of decimation (cd=2, 4, 8, 20).
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3. Perform YUV(YCbCr) to RGB transform. Compare the reconstructed
and the original images for different coefficients of decimation.

4. Quantize pixels of component Y and decimated (cd=2, 4, 8, 20) compo-
nents U(Cb) and V (Cr) by uniform scalar quantizer with quantization
steps: 1, 2, 5, 10. Estimate PSNR for the reconstructed Y , U(Cb) and
V (Cr).

5. Estimate entropy values for component Y and decimated (cd=2, 4, 8,
20) components U(Cb) and V (Cr) quantized with steps: 1, 2, 5, 10.

Remark : In order to avoid zero probability estimates when we estimate
probabilities of quantized values use the following formula

Pi =
Numi + 1

Num + S

where Pi is the biased probability estimate of the ith quantized value,
S = Qmax−Qmin +1 is the alphabet size (the number of possible quan-
tized values), Numi is the number of occurrences of the ith quantized
value, Num is the total number of different quantized values occurred
in an image component. You can also use more efficient (from the
followed lossless coding point of view) estimate

Pi =
Numi + 1/2

Num + S/2
.

6. Plot PSNR as a function of quantization step for each of components
for a given cd. Compare the obtained plots for different values of cd.
Draw conclusions.

7. Plot compression ratio as a function of quantization step for different
values of coefficient of decimation cd. Compare the obtained plots for
different values of cd. Draw conclusions.
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