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ABSTRACT 
NUMA is designed to speed up memory access for multiprocessing systems, by accessing different              
memory locations at different times and prioritizing which memory should get accessed first; the system               
enhances memory access dramatically. A few problems which will be listed later are for example Cache                
coherency, which applies when data is getting stored across different cores and ends up storing duplicates,                
resulting in cache coherency. A parallel programmer is also a fundamental key point in a NUMA system,                 
but it can become difficult to adapt to such programming, which this essay will address by explaining                 
how a programmer could approach the problem differently than that of the usual approach done by many. 
  



 
 

I. INTRODUCTION 
There are three fundamental architectures of a 
multicore processor , Latency, Bandwidth, and 
Scalability.  

When discussing Scalability,  it i's 
important to note that the ideal scalable 
multicore processor determines the increase in 
parallel speedup when more processors are 
included. 

Data that can be measured by 
communication per unit of time is what we 
know as Bandwidth .  

When different processing cores are 
communicating, the amount of time taken from 
one core to another one is called latency. 

The ideal goal of a multicore processor 
is to achieve a very low latency , high scalable , 
high bandwidth  system. 

Our report will focus on explaining how 
memory access  will increase by using a new 
computer memory design called Non-Uniform 
Memory Access  or NUMA  for short. To 
understand NUMA , its predecessor is vital to 
understand before presenting any further 
information.  

Uniform Memory Access  or UMA  for 
short, was and still is used in many systems 
today. Since a Multicore  system takes advantage 
of several Central processing units  or CPU  for 
short, several Severities  occurs, which will be 
discussed shortly. 

In every Multicore  system, there exists 
an architecture that processes memory 
differently. The latest technologies are; Shared 
Memory Architecture  or SMA  for short and 
Distributed Memory Architecture  or DMA  for 
short. A NUMA  design often takes advantage of 
an SMA  architecture to process memory.  

 
 

II. SEVERITIES 
The main issue of an SMA  architecture 

is Cache Coherency . Our system takes 
advantage of different CPUs , but the same 
memory . Because of this, all processors access 
the same memory space, treating it as a global 
address space, figure 1 . A global address space 
causes inconsistency within the different CPUs 
when data  accidentally duplicates themselves 
and gets stored in various CPUs .  

The biggest difference between the two 
designs is where memory is located within their 
architecture. If we compare the design of UMA, 
we quickly understand that the L1  and L2 
caches  are defined as having connections with 
the processor via nodes,  that work like a bridge 
between a memory  and the CPU. 

However, NUMA  describes these 
caches  as the processing element via a node . 
The network  connects these nodes , creating 
massive architectures. The two designs take 
advantage of their memory  but at different 
locations. NUMA s memory  and cache  are 
distributed among the nodes, while UMA 
distributes its cache only. 

Since little research has been done of 
NUMA, there are no architectures that support 
the system using contention-aware schedulers. 
Using the architecture from UMA in a NUMA 
system, researchers discovered that “ (...) not 
only did it not manage contention effectively, 
they sometimes even hurt performance”  [1].   

In NUMA , the processors work much 
faster having provided the correct architecture. If 



a processor asks for a word it typically goes to 
the processor that is closest to that word, which 
enhances the performance significantly.  
 

III. RELATED WORK 
Looking deeper into this problem, we 

find that existing studies show that the problem 
is much tougher to face than previous studies 
[1]. In a UMA  type architecture, the greatest 
handler of shared resources is called 
“Contention-Aware scheduler.” When threads 
are in need of a resource that is already in use, 
the contention-aware scheduler notices this and 
quickly intercepts to fix the issue. It does this by 
placing the threads that want a particular 
location into a different memory domain. By 
doing this, researchers achieved performance 
boosts by nearly up to 80%.  

However, in a NUMA  type of 
architecture, this system of handling contention 
from UMA  clogged the system, causing it to 
work slower than usual and not controlling 
contention at all. [2] 

 
IV. PROBLEM FORMULATION 

The biggest challenges in a NUMA 
architecture is finding people skilled enough to 
work with these sort of parallel systems. NUMA 
has the potential to scale in vast systems, 
decreasing latency to nearby memory  segments, 
but the technology is not quite there yet. There 
has been the discussion to change the approach 
to parallel systems. Rather than the user 
expanding their applications, the CPU  could 
inherit and adapt different applications to 
NUMA  more efficiently. 

A way to compare the problem is to 
look at Internet Addresses IPv4. In an IPv4 
address, there is a total of 2^32 addresses 
available to use as an IP-address. There is 
currently a shortage of these, but a way to 
change the approach to the problem is not by 
reprogramming IPv4, it is by creating a new IP 

standard which in this case is IPv6 and has 
2^128 IP-addresses. Now there’s a new problem. 
How will packets flow through from an new 
protocol to a old, IPv4 protocol without losing 
information? Instead of replacing each and every 
IPv4 address, the protocol encapsulates the data 
to extract them when they arrive at their 
destination.  The point is, it is not up to the 
programmer to code a good program  to use 
parallel processors, it is up to the designer of the 
system to make sure that parallel processing 
works under all circumstances. 

 
 

V. BACKGROUND & PURPOSE 
NUMA  is a step forward to increasing memory 
access in the distant future. This is why I chose 
this subject. NUMA  is often used in servers, and 
I used to own a server, which increased my 
interest to write about the subject. 

Current studies around NUMA  are very 
narrow and often outdated. The purpose of this 
study is to update readers of studies that are the 
most recent and most successful.  

 
VI. METHOD OF RESEARCH 

LTH provides its students’ with free access of a 
big database that contains different sources of 
information, called LUB-Search . This was used 
to provide the information to my research. I also 
used the course literature to find information 
about NUMA, and Multicore. Google-search 
was also used in order to extract information 
about smaller details which I could not retrieve 
from the other sources.  

The most important part of my method 
of research was to be very careful of which 
sources I used. Journalists often misinterpret the 
usage of new, advances in computer science. 
This is why I in consideration was on the 
lookout for information which is incorrect.  

My sources are listed further down 
below in this research.  



 
VII. RESULT & DISCUSSION 

NUMA  is an architecture yet to be used to its 
full capacity. NUMA  is specified to increase 
speeds in memory access by accessing different 
parts of the memory faster than others. By using 
this approach, we could draw waste similarities 
by comparing its closest “relative”, UMA , which 
also specifies to increase memory access. UMA 
and NUMAs  biggest differences are where 
memory is being accessed from, and which part 
of the memory is getting prioritized to load.  

In the future, I personally think that 
NUMA  will expand, and become the greatest 
system that has developed in the computer 
industry.  

The components of a computer are only 
as good as its programmer; more capable 
developers will provide a system where memory 
access in components is faster. 
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