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Abstract 

To use more of the resources of a Central Processing Unit (CPU), it is not enough by running 

one task at a time as this often leaves the CPU idle. Instead parallel execution takes place, as 

it enables the CPU to run multiple instructions from different sources in the same cycle, 

effectively filling out the capacity of the CPU. While there are different hardware architecture 

for various types of handling parallelism in an execution of issues, in this report we will only 

handle the simultaneous multithreading, or SMT, architecture of a processor. Furthermore, 

we will look at two ways of creating parallelism: Instruction-level parallelism (ILP) and 

Thread-level parallelism (TLP). While these two alternatives of parallelism are identical in 

the sense that they share resources, we will look at what they are and whether they are equal 

in performance. If more parallelism always guarantees more performance. 

  



Introduction 

ILP and TLP are two types of parallelism that can be exploited by computers to gain higher 

performance. The Instruction-level parallelism approach attempts to reduce the runtime of a 

program by overlapping the execution time of as many instructions as possible, to as great of 

a degree as possible. However, gains from greater ILP are costly and are continuingly 

increasing in cost. Building machines with more issue slots run into the problem of increasing 

complexity in control logic while data and control dependencies within the program code, 

limit performance increase. The difficulty arises when trying to increase the exploitation of 

ILP for better performance, as the progress of process architects continue Thread-level 

parallelism is a means to execute independent programs or discrete parts of a single program, 

simultaneously using different sources of execution, called threads. (Hennessy & Patterson 

2011) 

  Contrary to a processor with Superscalar architecture, which often sustains low 

bandwidth without IPL – due to pipeline or memory latency, or processors with Fine-grained 

architecture that deals with latency through implementing TLP for switching thread each 

cycle. (Daintith & Wright 2008) Processors with Simultaneous Multithreading provides the 

flexibility of either using ILP or TLP, allowing them to compete and share all of the 

processor's resources every cycle, thus hiding any potential latencies. As ILP and TLP are 

equivalent in the sense of processing issues, it raises the question whether or not they are 

performance equivalent. (HoogerBrugge & Terechko 2011) (Lo & Eggers, 1997) 

 

Fig 1. Comparison of the use of issue slots in different architectures, white slots are unused. 

Number of threads per processed cycle is to show effectiveness. Notice use of single, dual or 

multiple threads in the different architectures and the granularity, size, of each thread. (Lo & 

Eggers, 1997) 



Parallelism and performance on SMT 

Because resources of a processor with SMT architecture are shared, the processor enables 

dynamical allocation between ILP and TLP. Allowing the resources of single thread issues be 

dedicated to ILP, and when more thread-level parallelism exist allows resources to be 

dedicated to TLP. Significantly increasing throughput and program speedups. As opposed to 

superscalar architecture, which demands that the resources be partitioned to, in this case, ILP. 

Creating greater latencies where there is a lack of per-thread issues in a program. (Lo & 

Eggers, 1997) 

  Limitations of parallelism is often a question for programs rather than machines, 

as the level of application for, for example, ILP depends on the parallelism of a program. 

(Wall, 1993) 

  In one study by Mitchell, Carter, Ferrante & Tullsen (1999), measuring 

performance of ILP and TLP were made in three different categories. Firstly in a variously 

optimized matrix, 512x512x512, multiplication on an SMT processor with tiling, both 2x2 

and 4x4 tiles, three different variants were presented: no tiling, tiling with outer loop 

distributed to threads and tiled inner loop distributed to threads. Results show that with less 

tuning more threads improves performance dramatically, 5.95 speedup with 7-way 

parallelism, and that multithreading has less effect as the tuning increase, 1.36 speedup with 

the best tuning. 

 Furthermore, Mitchell et al. (1999) also tested the performance with three Fast 

Fourier Transform algorithms: Numerical Recipes, the best algorithm based on numerous trial 

runs (FFTW), reduced associativity problems by copying and padding (NAS FT). Results 

showed that eight threads perform 2.53 times faster than one thread in while NAS only 

achieving 1.59x speedup and FFTW 1.24x speedup all with 8 threads respectively. Again 

showing that the increase in the tuning of algorithm decreases speedup. 

 Lastly Mitchell et al. (1999) tested performance for integer sort, as integer sort 

gives poor parallelization on most architectures it would be relevant to see how the 

performance was affected when not all instructions could fit in cache. The results showed that 

processing time increased fourfold per iteration when that was the case. 

 

 

 



Discussion 

Valid points to take into the discussion is primarily the sources and the amount of material or 

data to compare with. Firstly the majority of the sources used to present data for performance 

testing could be considered outdated or the fact that new relevant information and ways of 

testing could be presented since the publishing of the sources. Secondly this report was, 

ideally, supposed to equivalent 40 hours of work. Which is, in my opinion, not enough time to 

gather information and to analyze this subject justly. 

Summary 

Judging from the one source of data presented, that is relevant to the comparison of 

performance equivalence, it seems as the parallelism efficiency either decline, perform just as 

well or increase depending on the tuning and complexity of the program running. Which leads 

to draw a preliminary conclusion that more parallelism does not always guarantee better 

performance and that it is both case-based and based on ways of testing as there is no 

universal one-way to determine performance in this context. 
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